
Build modern apps with 
big data at a global scale

Improve your app experience with Azure Cosmos DB’s 
easy-to-use consistency models that give you better 

control over performance and availability.
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Reimagine your platform for building amazing  
global apps
As a developer looking to build a modern global application, you face a 
whole new set of challenges when it comes to data management. In order 
to ensure your app delivers a fast and responsive experience without lags 
in service, you need a highly available database system that guarantees 
low latency and predictable throughput. You need a system that won’t be 
crushed by the size of the data and can also put data as close to your users 
as possible – wherever your users are. 

We often refer to these challenges as “horizontal scaling” (or big data) and 
“distribution,” which essentially boil down to questions we’ve been asking for 
years about how to store, access, move and change data. The difference in 
a global scenario, however, is that the answer doesn’t lead to changing the 
existing system; it requires you to reimagine the whole system.



Leap modern app challenges and land on your feet
No amount of reverse-engineering ingenuity can scale a single physical 
server to run a planet-scale app. To illustrate why this is the case, imagine a 
business model involving the internet’s favorite animal – cats – as an app.

How a global app is a little like a cat-keeping business

People drop off their cats at your house when they go to work in the morning 
and pick them up at night.  
Cats = Data

You have 20 small cages that fit a standard housecat.  
Small cage = Schema

You keep the cats in your living room where the cats stay all day.  
Living room = Storage capacity



As business booms, you may have…. 
 

 
Too many cats show up!              {volume}

One day, 100 people come to your home to drop off their cats. You 
can still only store 20 but those 20 require more time than normal 
to take because the other 80 cats and their owners make it harder 
to process incoming cats. This illustrates the problem with increased 
volume. You don’t have enough storage to hold all your data and it 
slows down throughput of requests as a result.

 

 
The cats arrive all at once!                                                                   {velocity}

Twenty people all show up at one time to drop off their cats. They all 
get stuck in your door while you try to handle one cat at a time. This 
illustrates the problem of increased velocity. You can’t process data 
requests as fast as they come in which slows down throughput. 

To address the issue, you could…. 
 

 
Add more cages.                                                              {scale up}

Improve throughput by creating more capacity and working faster 
to process requests. In your cat business, you’d buy more cages and 
add more people to help take cats more quickly. In a database, we 
add more power to run the queries faster. 

 

 
 
Open more locations.              {shard or scale out}

Improve throughput and storage by breaking the data into unique 
sets. In your cat business you could ask four of your neighbors 
to take 20 cats each which would make room for a lot more cats. 
In a database scenario, we would add more machines and apply 
partitions that spread the data between them. In addition to storing 
more data, we increase throughput by efficiently routing requests 
across partitions.  
 
 



As business booms, you may have…. 
 

 
Lions and tigers and….!                         {variety} 

A zookeeper hears you do cats and drops off some lions and tigers. 
You can’t keep these guys in your living room anymore and they won’t 
fit in your cages. This illustrates the problem of increased variety. You 
can’t use the current schema to store new data and it’s really not the 
right-sized storage anyway. 
 
 

 

Owners drop off and pick up all day!      {dynamic content} 

You start offering by-the-hour cat-storage in which people can bring 
in their cats according to cage availability. You need a way to let 
cat owners access the cats and the cages directly to change them 
as required. This illustrates the challenge of shifting from static to 
dynamic content. It’s no longer safe to assume that the data that was 
put in by you this morning is the same data now. You need to allow for 
others to change it and for that change to become the new data truth.

To address the issue, you could…. 
 

 
Build a zoo.                    {relax the schema}

Increase the types of data you accept and improve your ability to 
find and query it by changing how you index it. In your cat business 
this would mean adding all sorts of cages, habitats and additional 
facilities that allow you to keep all types of different cats. You would 
need to be sure to organize (index) them well, so they entered your 
service and left as quickly and efficiently as possible. In a database, 
we build new schemas with indexing that allow us to process and 
sort all our new data types so our app can query all the data easily. 

 

Clone cats nearby.               {replicate locally}

Improve throughput, availability and durability by making exact 
copies. In your cat business, this would be strange but effective. You 
could clone the cats that come in and store them at your neighbors’ 
houses in identical living rooms so cat owners could go to any one of 
the houses to drop off or pick up their cats. In a database, we make 
exact copies of data and let users query any of them to speed up 
how quickly they can access it. 



If you’re setting out to build a 
global cat watching franchise with 
by-the-hour services, however, you 
need something special to start.  
You need a globally distributed 
system specifically built to support 
modern apps that use big data and 
run at a global scale.

As business booms, you may have…. 
 

 
Cats come from anywhere!          {global availability} 

Word gets out about your business. People across the world want to 
keep their cats with you, all sizes and species of cats for all lengths 
of time. Your house is in one physical location. This illustrates the 
problem of global availability. Moving data (or cats) around the world, 
even at the speed of light, is more complicated and time consuming 
than moving it locally.

To address the issue, you could…. 
 

 
Clone cats across the world.          {replicate globally}

Make exact copies of sharded databases and put them around the 
world where local users can access them. In your cat business, this 
one is also a little bizarre but potentially useful: you would launch 
a global franchise that clones the cats so they can be dropped off 
anywhere and picked up anywhere else in the world. In a database, 
we make replicated copies available in multiple regions around 
the world that anyone can read and write to, and we continuously 
sync the data sets so they are as consistent as possible given the 
limitation of the speed of light.



Data updated
in North America
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With data replicated around the globe and dynamic changes happening all the time, replicas can 
get out of sync. 

Bill and Sally may find that they don’t have access to the same data at the same time as 
geographically dispersed replicas catch up with one another.

Meet the globally distributed database….
and its quirks 
A globally distributed system serves data quickly to lots 
of people all over the world by supplying replicated 
copies of data in multiple regions. Distributed databases 
are built to handle the challenges big data pose in terms 
of data volume, velocity, variety and durability. However, 
distributed systems hinge on global replication which is 
limited by the speed of light, or how fast data can travel. 

When you’re replicating machines sitting to next to 
each other, the speed of light is negligible. If you travel 
across the world and back, the speed of light can impact 
your users’ experience of your app – affecting how 
readily available data is to them, how accurate the data 
seems to be, and how responsive the app is to what 
they want to do. Knowingly or unknowingly, developers 
are making these trade-offs between the speed of data 
availability, data access and data consistency.

The question is: How can you better control the 
trade-offs your app is making to better control the 
experience your app users are having?

Data replicates globally
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Control trade-offs with 
consistency models
Many distributed database systems today offer one of two ways to handle the 
data consistency issues that arise from replication. 

You can make users wait until each new write has been durably committed 
across a quorum of replicas across the globe before acknowledging the write. 
Likewise, users must read across a quorum of global replicas to get the read 
value. This model guarantees Strong data consistency and ensures users all read 
the same value, however, it increases the latency of each request and decreases 
the overall throughput available.

If you are less concerned about users pulling the most recent values and instead 
want to increase app availability and performance, you can acknowledge the 
write as soon as it’s replicated among a quorum of local copies and let users 
read whatever data they can from their closest replica. This model guarantees 
Eventual data consistency (as in it will “eventually” be consistent).

The truth, though, is that there are other options between these two extremes 
which you can use to better control the experience your audience has with your 
app. Before we discuss these options, let’s explore the mechanisms behind them.



Consistency

Availability

Network
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Deliver the app experience  
your users want
Imagine being able to choose your own set of rules for achieving data 
consistency which boils down to saying when, how and in what order read 
and writes are replicated across regions and copies. You could create an 
experience for your app users that better meets their expectations and 
improves their overall satisfaction with your app.

Many computer science researchers have studied, debated, and tested these 
ideas in academia. The guiding principles they have come up with are the 
CAP theorem and its extension, the PACELC theorem. 

In a nutshell, these theorems mean there’s a give and take between data 
consistency, data availability, throughput and latency in a distributed system 
which directly affects your app user’s experience. Many developers assume 
they can only have it one of two ways – offer either strong consistency and 
poor availability or poor consistency and high availability – because that’s all 
that’s traditionally been available in the market. 

Over the past three decades, however, computer science researchers have 
proposed more than 50 models, or sets of rules, that make calculated trade-
offs between latency, throughput, availability and consistency. These fall in a 
wide spectrum between the limitations of eventual and strong consistency 
models. None of the proposed models are available as turn-key solutions in 
the market.

The CAP (Consistency, Availability, Partition Tolerance) theorem states that in 
the presence of a network partition, which occurs very infrequently, you must 
choose between consistency, in which every read receives the most recent 
write or an error, and availability, in which every request receives a non-error 
response without guarantee of the most recent write.

The PACELC theorem further extends this idea to say that for everything else 
(E) that happens when there are no network partitions, one must choose 
between latency (L) and consistency (C).



Azure Cosmos DB offers 
well-defined consistency models  
for out-of-this-world control 
The ability to control your app experience by 
changing the consistency model has been nearly 
unheard of until now. 

Azure Cosmos DB is the first and only globally 
distributed database service that offers five well-
defined and pre-configured consistency models 
to help you navigate the trade-offs between data 
consistency and app availability. 

Engineers at Microsoft thoroughly vetted and tested 
the models proposed from academia in order to 
identify those they felt were the most practical, 
useful and robust. They identified three that best met 
the needs of the developer community, which are 
available in Azure Cosmos DB, alongside Strong and 
Eventual models, as turnkey configurations.

Pre-configured choices to help you build a better app experience
Azure Cosmos DB distills decades of research to make five well-defined consistency models 
available to you as pre-configured choices, backed by enterprise-grade SLAs*.

Strong Bounded-stateless Session Consistent prefix Eventual

Data consistency

App availability

Latency

Throughput

Higher Lower *Azure Cosmos DB is the only service with financially-backed SLAs for millisecond latency at the 99th percentile, 
99.99% HA and guaranteed throughput and consistency.



“Many different consistency model have been proposed 
over the years, but to my knowledge, Azure Cosmos DB 
is the only commercial system that has tried to identify 
the useful ones and implement them precisely.”
Dr. Leslie Lamport 
Turing Award winner



STRONG: Getting perfect data every time no matter how  
long it takes
The strong model favors data consistency above all else and preserves the order 
in which data is written. It guarantees your app users will see all previous writes. 

When you choose the strong model, you ask your app users to wait until all data 
writes have been fully written to the master and made durably available. Your 
app users get an error message if their request comes before the data is ready. 

The strong model is great if you need your app users to read the absolute truth 
every time.

• Banking accounts need to reflect the order of transactions and provide an 
accurate balance, so team members in different offices don’t pay the same  
bill twice.

• Payment processing for online orders need to occur in the correct order 
especially to avoid charging customers for the same order more than once. 

• Reservation systems must show correct availability when customers finalize 
their booking. 

 

BOUNDED STALENESS: Fetching data that’s not “too 
old” to boost performance
The bounded staleness model ensures relatively accurate data in a more 
reasonable time frame than the strong model. 

When you choose the bounded staleness model, you are saying it’s okay for 
apps to fetch old data from local replicas provided it’s not more than x versions 
older than a primary or peer. 

The bounded staleness model is great for apps that can afford to have a little lag 
time in favor of data consistency. 

• Flight status apps provide flight arrival time estimations using GPS data 
collected from planes as they fly. The GPS data doesn’t have to be the most up 
to date to provide a reasonable estimation. It’s more important that users get 
information when they need it. 

• Package tracking apps for a shipping company need to provide 
chronologically ordered records and check points that show where and when a 
package was received.



CONSISTENT PREFIX: Preserving the order of data writes 
without too much concern for how old it is 
The consistent prefix model favors performance and availability without 
sacrificing the sequence of events by fetching old data fast. 

When you choose the consistent prefix model, you’re saying it’s okay to give 
your app users old data as long as the data read observes the actual sequence 
of writes. This differs from the eventual model in that it reflects the order of 
writes as they occurred.

The consistent prefix model is great for apps in which the order of the data tells 
as much of a story as the end result.

• Baseball score updates running at the bottom of ESPN must appear in the 
order that they occurred during the game at the expense of being up-to-the-
minute accurate

• Social media comments must be ordered to preserve the back-and-forth 
nature of dialogue and make sense to people reading them, but the reads do 
not need to be fully up-to-date. As a result, the cost of read operations (in 
terms of system resources) are lower than Session, Bounded Staleness and 
Strong. 

SESSION: Putting the individual app user’s experience  
front and center 
The session model prioritizes the user’s interaction by guaranteeing highly 
available and consistent data throughout that particular session. 

Session consistency provides predictable read-your-own-write consistency for 
a given session with maximum read throughput while preserving low latency 
writes and reads. Consistency within a given session is strong, while consistency 
outside the given session is eventual.

The session model is great for apps that require logical and real-time 
experiences for the user.

• Profile updates your user writes to her account must be immediately available 
for her to read, whereas it’s less important for her to read profile updates other 
users are writing simultaneously

• Retail shopping carts need to stay consistent within a shopper’s session as she 
navigates between product pages. 

• Social music apps such as Spotify need to be consistent with users’ playlists 
preferences as they are building them, but the preferences don’t have to show 
up right away for everyone else who is “following.” 



EVENTUAL: Getting whatever you can, whenever you 
can, as fast as you can 
The eventual model favors app performance above data consistency or  
write order. 

When you choose the eventual model, you’re saying it doesn’t matter what 
order data is read as long as something is available. Data that fetches under 
the eventual model offers the lowest latency for both reads and writes but it 
also provides the weakest consistency.

The eventual model is great for apps that live and die according to  
their availability.

• Product reviews have to be available for customers to reach when they 
want them but it’s not crucial that the reviews always include the latest 
ratings or preserve the order of the ratings.

• Social media wall posts (not the comments to a post, but the initial post 
itself) just need to show up eventually. Users care more about seeing 
activity when they’re on the site then they care about seeing the order of 
the activity. It’s okay if, later on, the posts reorder or repopulate in their 
feed as long as there’s something new to see now. 

• Transaction receipts don’t necessarily need to be available immediately 
after purchase, as long as they show up within a reasonable window  
of time.
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